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RECOGNIZING COMMON BIOSTATISTICAL ERRORS:

A CASE-BASED APPROACH


Notes on examples and main concepts discussed at 2009 PAS Workshop.


Thomas B. Newman, MD, MPH and Kristine Madsen, MD, MPH


 C. 2009 Thomas B. Newman

Type 3 error:  


The Census Cartoon illustrates what we call a "Type 3" error.  (A "Type 1” error is when you reject the null hypothesis of no difference between groups when it is true; a "Type 2" error is when you fail to reject the null hypothesis when it is false.)  A "Type 3 error" is when you just screw up, and produce a P-value or statistic that cannot possibly be right, and publish it without noticing.  Afterwards, when someone points it out to you, you are appropriately embarrassed.  The other examples of Type 3 errors are shown in the fertility rate graph (an impossibly high fertility rate), and the Table with risk factors for ventilator associated pneumonia (VAP) that has negative odds ratios.  There is also a Type 3 error in the table of behavior assessment scores pre- and post-treatment with theophylline or placebo.  If the scores are sums of 53 items, with minimum score of 1 each, how can you get a score less than 53?  Finally, while it is possible to have a P-value less than 0.05 with a 95% confidence interval that crosses 0, when this occurs the limit of the confidence interval will be close to zero, not as far away as it is in Unknown #4.

Even when numbers are reported accurately, the conclusions may be wrong or misleading.  The abstract on the extended follow-up of long-term survivors of acute lymphoblastic leukemia (ALL) implies that the death rate for children receiving irradiation was higher than that for children who did not receive radiation, because the former was statistically significantly greater than the population norm and the latter was not.  But the point estimates for the mortality ratios are almost identical!  It looks like the main difference between the two is that the sample size was larger in the irradiated group, leading to a narrower confidence interval.
Standard deviation (SD) and standard error of the mean (SEM): 


A common error is to provide the SEM when the SD is more likely to be what the reader wants to know.   The SD provides information about the dispersion of individual values around the mean.  For normally distributed variables, about 68% of the values are within 1 SD of the mean, and 95% within 2 SD.  The SEM provides information about how precisely the sample mean estimates the population mean.  This is sometimes expressed as a confidence interval (CI) around the mean; the 95% CI is about ± 2 SEM.  The SEM is the SD divided by the square root of the sample size, so it is always smaller than the SD.  


The abstract on the safety, efficacy, and tolerance of intestinal lavage gives mean time to clear stools ± SEM.  While the mean ± 2 SEMs gives the approximate 95% confidence interval for the mean, some readers might get confused and think that the mean ± 2 SEMs gives the range that includes 95% of the observations (i.e., that 95% of patients produced clear stools in about 2.0 to 3.2 hours).  If that's what you want you'd want to use ± 2 SDs, not ± 2 SEMs. Thus, providing the SEM and/or 95% CI is not an error; the error comes in the misinterpretation by the reader.  Smart readers who want to know the SD can multiply the SEM by the square root of the sample size (in this case about 4.5 so the SD is about 1.4).

The infrared tympanic membrane thermometer example also illustrates this problem.  Here the mean and 95% CI for the difference in temperatures obtained by tympanic and rectal thermometers are presented.  The fact that the mean is close to 0 does not mean that temperatures measured by the two thermometers are similar.  They could frequently differ by 2( C or more and still have a mean difference close to 0, if positive errors are balanced by negative ones.  Similarly, the fact that the 95% CI for the difference is narrow does not mean that there was not a lot of variation in measurement differences.  A narrow 95% CI could just be a result of a large sample size. (Notice how much wider the CI’s are in the subgroups with fewer patients.)  To obtain the SD, from the 95% CI for all subjects, N=775, we can divide the width of the interval by 4 to get the SEM: (0.11( - 0.05()/4 = 0.015(.  Now we multiply by the square root of the sample size to get the SD: SQRT(775) × .015( = 28 × 0.015( = 0.42(.  So the range of values expected to include 95% of observations for the difference between the tympanic and rectal temperatures would be about .08( ± 0.84(, or from -0.76( to + 0.92(.  So if we measure a tympanic temperature of 38.0°, the rectal temperature is probably between 37.2° and 38.9°..
Violation of the independence assumption of statistical tests


One of the assumptions of most statistical tests is that the subjects are sampled independently.  That means that each observation that you count towards your N (sample size) gives you the same amount of information about the variable you are trying to estimate.  If you make multiple measurements on the same subject and have as the N in your statistical test the number of measurements, rather than the number of subjects, you are likely to be violating this assumption (unless your statistic takes this into account).


Intuitively, this should make sense.  If you want to estimate a class’s average height, you get a lot more information by measuring heights on 10 subjects than by measuring heights on 2 subjects 5 times each.  Similarly, to estimate the incidence of vomiting after feeding with 2 different kinds of bottles (Playtex Baby Nurser example), you can't count each feeding as an independent observation.  In this example there were a total of 475 babies--say 237 per group.  But the two proportions they compared, 32/1115 and 67/1248, had feedings as the denominator, not babies.  We don't know whether 50 of the 67 episodes of vomiting in the regular bottle group occurred in a single infant who got fed 50 times, or in 50 different infants!   The problem here is that multiple feedings from the same baby are not statistically independent.  Treating them as if they were independent will make the P value smaller than if the analysis had been done correctly.


BASIC RULE:  Any time proportions are compared and the denominator is something other than people, watch out!


The table from the prospective comparison of UTIs in children treated with ileal loop diversion vs. clean intermittent catheterization illustrates this again.  You can see that they compared proportions of positive cultures in the two groups: 85/231 vs. 34/55.  But the sample sizes were only 24 and 9!  If you are going to make more than one observation per patient, you need to summarize the observations on each patient as a single number (e.g. the proportion of positive cultures for each patient).  You can't count multiple observations on the same patient the same as if they were made on different patients.  


The comparison of adverse reactions to DPT containing whole cell and acellular pertussis vaccines (Unknown 1) has the same problem: the investigators added up reactions at 2,4 and 6 months, so that their denominator was doses of vaccine given, rather than children, thus tripling their sample size.
Between-groups vs within-groups comparisons


The study of behavior abnormalities with theophylline introduces the difference between the regular ("Student's" or "two sample") t-test, which is used to compare means between two different samples of patients, and the one sample-  or paired t-test, which is used to compare differences within a single sample of patients (i.e. before and after measurements on the same people).  The investigators did 2- sample "Student's" t-tests to compare the groups before (P = .44) and after (P = .08) the intervention.  They also did a 2-sample t-test to compare the change (post minus pretreatment values) observed in the two groups (P = 0.004); this was the most appropriate test.  On the other hand, the far right column P values reflect a paired t-test for the before/after comparison of the same patients.  These P values of 0.04 suggest that the drug group got worse and the placebo group got better, but do NOT compare the two groups with each other.  


Sometimes in a randomized trial, investigators will only do WITHIN-group comparisons, even though the whole reason to do a randomized trial is to compare one group to the other (i.e. BETWEEN-groups comparison).  This is illustrated in the example about combination therapy with desmopressin and an anticholinergic to reduce bedwetting.  The figure shows a significant decrease in bedwetting for the group taking the anticholinergic (P< 0.05).  However, bedwetting also improved in the placebo group and the figure doesn’t show a P-value for their original research question: is an anticholinergic better than placebo in improving bedwetting in children on desmopressin?  The P-value for that comparison, although not reported by the authors, was > 0.4!  This is also illustrated in Unknown 6, about therapy for iron-deficient infants.  Bayley scores of both the experimental and the control groups increased, but only in the experimental group was the difference statistically significant (within-group comparison; paired t-test).  This is NOT the same as saying the difference between experimental and control groups was statistically significant.  To say that, you need to compare the two groups with a between-group comparison.  As in the theophylline example, the most appropriate comparison would be a two-sample t-test comparing the average change in the two groups.

Risk ratios and odds ratios


Although both are used frequently, many readers (and some authors) are not clear on the difference between the risk ratio (also called the relative risk) and the odds ratio.  The interpretation of the risk ratio is straightforward.  If the risk ratio is X, then the RISK in those exposed is X times higher than the RISK in those unexposed.  In contrast, if the odds ratio is Y, then the ODDS of disease in those exposed are Y times higher than the ODDS in those unexposed.  The trouble is, most of us have trouble thinking in odds.  If the probability, or risk of disease is P, then the ODDS are P/(1-P).  You can see that if P is very small, then 1-P will be close to 1, and the ODDS will be close to the probability. But as P gets bigger, the two diverge -- a P of 0.5 gives ODDS of 1.0, for example.  The rarer the outcome (the lower P is), the closer the odds ratio will be to the risk ratio, because the odds are closer to the risk (or probability). The more common the outcome, the more the odds ratio will differ from the risk ratio.   


In the dexamethasone example (Unknown 2), the authors calculated an odds ratio and then mislabeled it as a risk ratio.  A much more common mistake is to calculate an odds ratio, then misinterpret (rather than mislabel) it as a risk ratio.  Thus, in the lumbar puncture example, the authors calculated an OR of about 3, but then said the LPs were "3 times more likely to be successful," when it was the odds that were 3 times higher.  Note that it is conventional to express both RR and OR with the control or unexposed group on the BOTTOM, not the top as in the dexamethasone example, and to have the outcome be something bad (unlike the lumbar puncture example).  Then if the RR or OR is > 1, it means the variable of interest is a risk factor for the bad outcome, and if they are < 1 it means the predictor variable is a protective factor.  Thus, generally for effective medications, authors will report RR  < 1.  (It’s not WRONG to report it the other way, it’s just unconventional and potentially confusing.  Thus it seems odd to report "risk factors" for survival, as was done in the meconium aspiration example.)

Why use odds ratios at all, when they are so much more confusing?  There are two main indications.  First, if you have done a case-control study, you may not be able to calculate relative risk directly.
  (In a case-control study, the risk of disease is not a/(a+b) because the relative magnitude of a and b is determined, not by the risk of disease in the population as a whole, but by the number of controls per case selected by the investigator.)  Interpretation of the OR in a case-control study is generally not a problem, because the diseases studied with that design tend to be rare, so the OR will approach the RR.


The second indication for odds ratios is if you want to use a multivariate technique called logistic regression.  But if you have done a randomized study, you generally don’t need to use logistic regression, and it is preferable to stick with the RR.  

Relative and absolute effect sizes:


This is another one to watch out for, where results are not wrong, just potentially misleading.  The problem is that when you say, for example, a 34% reduction in cerebral infarction (the Nimotop example), the meaning is ambiguous.  In this example, the height of the control bar is about 69% of the way to the top of the graph; the height of the Nimotop bar is about 35% of the way.   A reduction from 69% to 35% would be a 34% absolute reduction in risk, which is what the ad is designed to make you think occurred.  The actual risk reduction was 33% to 22% -- an 11% absolute reduction but a 34% relative reduction. We think this figure is designed to increase the chance that you will confuse the two. The brackets around the 34% make it look like it is the difference in the height of the bars, instead of a relative risk reduction!  Note also that the height of the Nimotop bar should be about 2/3 of the height of the control bar (34% relative reduction), but it is actually only about 1/2 the height of the control bar.   While the letter from the AAP about the reduction in risk of RSV with palivizumab may not intend to mislead, it says nothing about the absolute risk.  Without knowing the absolute risk, the relative risk reduction of 55% isn’t sufficient information on which to base a clinical decision.


The example of the multiple risk factor intervention trial also illustrates this problem.  The abstract highlights a 10.6% reduction in CHD mortality.  The table shows that this is a relative risk reduction: the absolute risk reduction is only 0.4% (from 3.5% to 3.1%). This risk reduction is not even close to statistically significant, but even if it were, you would have to treat 250 men for 10.5 years to prevent one death.  This is calculated from the formula: Number needed to treat (NNT) = 1/absolute risk reduction.  The relative risk reduction looks more impressive, whereas the absolute risk reduction and NNT (which are not often emphasized in drug advertising) are the more clinically relevant measures.  

Clinical vs. Statistical significance:


While it is usually easy enough to tell whether an effect was statistically significant by relying on a P-value, a P-value less than 0.05 doesn’t mean an effect is clinically meaningful.  For example, in the example about penciclovir for recurrent oral HSV, they demonstrate significant faster resolution with penciclovir than placebo (P<0.001).  This P-value is impressive and suggests a big effect size.  However, the improvement in time to resolution is from 5.5 days to 4.8 days; a sufficiently large sample size can provide a very small P-value even for small effect sizes.  The Zelnorm® example for constipation is similar, and illustrates the importance of looking at the number needed to treat and costs when selecting treatments.

Interpreting regression coefficients:

It can be difficult to interpret regression coefficients in a table and actually state in words what they mean.  In the Table 3 with "risk factors" for survival, ECMO use, and survival without ECMO, it is difficult to interpret the ORs for birthweight as a predictor of each of the outcomes, because the table doesn’t indicate that birthweight was dichotomized at the median of 3.1 kg.  Armed with this information, we would say that the OR of 2.23 for birthweight and survival means that “the odds of survival for children weighing more than 3.1 kg at birth were 2.23 times higher than odds of survival among those with birthweight less than 3.1 kg.   While linear regression coefficients are usually easier to interpret than ORs, the Table 6 about the relationship between bone factors and various risk factors uses standardized ("beta") coefficients, which makes interpretation difficult.  In words, the beta coefficient for age and LSBMD z-score would be interpreted as, “adjusting for height z-score and BMI, for each one standard deviation increase in age, children’s standardized lumbar spine bone mineral density decreases by 0.441.”  The β coefficients in the Table 2 about predictors of pregnancy are unnecessarily difficult to interpret because they need to be exponentiated to obtain ORs! (Also, this table should not combine boys and girls.  The outcomes of getting pregnant and getting someone pregnant are different.) Finally, in the example about predictors of lifetime suicide attempts (Unknown 5), it is impossible to interpret the OR for sex because it’s not clear whether the reference group is males or females (or people who do not have sex!).
Understanding Confidence Intervals
We've deleted most of this material this year to make room for the regression coefficient examples, but left the explanation Tom and Mike Kohn's book in the answers, to encourage you to take a look at that book.  (Page proofs are available free from Tom's website, where you found this._

The paper by Garin et al (unknown # 3) provides an example of the use of the 95% CI for the ARR for a negative study.  That study found a statistically significant increase in pyelonephritis in children treated with prophylactic antibiotics for VUR (almost all with resistant organisms), and a nonsignificant increase in scarring.  However, the point estimate for scarring was a 5.6% increase, with a 95% CI going down only to a 3.3% decrease. Thus although the confidence interval for the RR of scarring is wide, the confidence interval for the absolute risk reduction is narrower.  In fact, the largest benefit consistent with this study would require treating 30 subjects with VUR to prevent scarring in one.  (And to find those 30 subjects with VUR, nearly a hundred would need to have VCUGs after UTIs!)
Understanding and reporting negative studies: P-values, Power and Confidence intervals


There is a trend towards eschewing P-values in favor of confidence intervals; the latter being felt to be more informative.  Confidence intervals are, in fact, more informative, though it isn’t really a fair comparison, because they have 2 numbers, and the P-value is only 1 number. 
Confidence intervals are particularly useful for negative studies -- they let you see how big an effect could have been missed.  Let's consider the reporting and interpretation of negative studies as a progression from the most elementary to the most sophisticated.  We can express this the way Sackett et al. have,
 using colored karate belts.


We will use as an example a study by Jaffe et al. of oral amoxicillin treatment of febrile infants to prevent "major infectious morbidity" from bacteremia in children 3-36 months old with fevers of ( 39 (C.
 The authors reported that 27 of the 955 children in the study were bacteremic and that major infectious morbidity occurred in 2 of 19 (10.5%) bacteremic patients who had been treated with amoxicillin compared with 1 of 8 (12.5%) who were treated with placebo, a difference that was not significant (P = 0.9).

White belt  

The white belt just involves looking at the P-value to see whether it is ( 0.05 (or whatever alpha was chosen).  Thus, a white belt reader would look at the study above and conclude, "amoxicillin doesn't work," because the P-value is far from significant.  Many doctors and investigators have a white belt.

Yellow belt

The yellow belt involves considering not only the P-value, but also the power of the study.  (The power is the probability that the null hypothesis will be rejected, given that a true difference--of a specified magnitude--exists.)  The power of a study is often included with a sample size calculation in the methods section of a paper.  In fact, some reviewers and editors insist on this, although in fact (as discussed below) it is not of much use to readers.  The basic idea is that a negative study is not convincing if it was underpowered.

The study cited above was, in fact, underpowered.  The authors state in the discussion that the power to detect a 4-fold difference between groups in the odds of major infectious morbidity was only 24%.  The authors' conclusion, that their "data do not support routine use of standard doses of amoxicillin…" is certainly reasonable, but that conclusion would also be true if they had studied 2 rather than 955 patients.

Green belt

The green belt is to examine the 95% CI for the risk ratio or odds ratio.  In this case, the authors did present a 95% CI for the odds ratio for major infectious morbidity.
  The point estimate was OR=1.2 with 95% CI of 0.02 to 30.4.  This tells you explicitly the range of values consistent with the study.  I (TN) was surprised that a negative study published in the New England Journal of Medicine would have such a wide confidence interval for its major outcome, and (with Dr. Robert Pantell) wrote a letter to the editor.  We pointed out that a confidence interval for the OR that ranges from 0.02 to 30.4 suggests that the study provided virtually no information on the research question.  True enough, but not the whole answer.  Too bad we didn't have a brown belt!  Read on.

Blue belt

The blue belt does not apply to all studies, but does in this example.  The key is to make sure that you do an intention-to-treat analysis.  The analysis done by the authors compared major infectious morbidity only among bacteremic patients!  But, the analysis should include all subjects randomized.  At the time the amoxicillin was given, there was no way to know which children were bacteremic and which were not.  Thus, benefits, risks and costs might occur in nonbacteremic patients, and need to be compared between the entire amoxicillin group and the entire placebo group. The correct risk ratio is the ratio of 2/507 (the risk of major infectious morbidity in the amoxicillin group) to 1/448 (the risk in the placebo group), which equals 1.8 with a 95% CI of 0.5 to 6.2.  Note that there were more than twice as many bacteremic children in the amoxicillin group (19) as in the placebo group (8), presumably due to bad luck (P= 0.07), although a problem with the randomization is also possible.  (The discrepancy is in the expected direction, if somehow sicker appearing children were more likely to be assigned to the amoxicillin group.)

Brown Belt

The confidence interval for the risk ratio calculated in the Blue Belt is fine, but for making clinical decisions, it is really the Absolute Risk Reduction (ARR), not the relative risk that determines the balance of risks and benefits and hence clinical decisions.  Hence, the brown belt involves calculating the (correct) absolute risk reduction, and its 95% CI.  The absolute risk reduction in this case was -0.17%.  (Because the point estimate was an increase in risk with amoxicillin, the risk reduction is negative.)  The 95% CI for the ARR goes from ‑0.9% to +.5%.  That is, the upper limit of the 95% CI for the benefit of amoxicillin in this study is an absolute reduction in risk of major infectious morbidity of 0.5%.  This, in turn, means that the lowest number needed to treat consistent with this study would be at least 1/0.5% = 200.  Thus, the study does, in fact, provide some useful information as long as we phrase it around a clinical decision (in which case the absolute risk reduction and its confidence interval are most useful) and we are pretty sure that a NNT of 200 would be too high.

Recall, however, that the RR tends to be more generalizable than the ARR.  Thus, if a group at higher risk of bacteremia and/or major infectious morbidity were studied, the NNT could easily be lower.  

Note that the ARR isn't always the quantity you want.  As mentioned earlier, for etiologic questions, the RR is more relevant.  The ARR is most relevant for clinical decisions about treatments.

Looking at the 95% confidence interval for the ARR is a good idea for positive studies as well.  The whole P-value and hypothesis-testing system is designed to determine the consistency of the data with an effect size of zero.  But ruling out an effect size of zero is not as useful as ruling out an effect size that would be too small to warrant treatment.  Thus we could be pretty sure that a treatment has some small beneficial effect, but still uncertain about whether to prescribe it.  If a 95% confidence interval not only excludes no effect, but also excludes benefits that are clinically trivial (i.e., that would lead to an NNT which is much too high), the study provides much stronger evidence of a clinically meaningful effect.

KEY POINT: The most important thing to look for when a study of a possible treatment shows no difference between groups is the confidence interval for the Absolute Risk Reduction, to see whether a clinically significant benefit (or risk) is consistent with the study results.

For a positive study, we want to look at the 95% CI for the ARR see whether a clinically insignificant effect is consistent with the results.

Black Belt

This one doesn't exist yet.  We're saving it just in case we get more insights!

Once the study is completed, why are confidence intervals so much better than power?

When investigators set out to design a study, one of the things they need to do is estimate the required sample size.  This generally involves making some guesses or assumptions about how the variables they wish to measure are distributed and the magnitude of the difference they hope to detect.  Sometimes these assumptions turn out to be wrong.  For example, perhaps when the investigators of the study of amoxicillin described above did their sample size calculation, they estimated they would have many more bacteremic patients than they found.  Once the study is done, however, it really doesn't matter what power the investigators thought they had to find a difference when they designed the study.  What they actually find is what determines how informative the study is, and this is much better expressed using a 95% confidence interval, which incorporates evidence generated by the study, rather than a power calculation done before the results of the study were available, which was based on less information.

� With thanks to Drs. Barbara Mahon, Yvonne Wu and Susan Fisher-Owens, who co-led this workshop with TN in previous years.


� You can't calculate the RR if you sample cases and controls at the end of a follow-up period and controls are subjects who remained free of disease.  If you do "incidence density" sampling within a population, and allow for the possibility of patients who later become cases to contribute person time to the control group, then you can, in fact, get the RR (actually, an incidence rate ratio).


�  From Newman TB, Kohn MK.  Evidence-based Diagnosis.  Chapter 11: Understanding P-values and Confidence Intervals.  (Cambridge University Press, 2009.)


� Sackett DL , Haynes RB, Guyatt G, Tugwell P.  Clinical Epidemiology: A Basic Science for Clinical Medicine. Boston: Little Brown & Co., 1991


� Jaffe et al. NEJM 1987;317:1175-1180


�Why they presented the OR, and not the RR is not clear, as this was a randomized trial.  It is especially puzzling because the 95% CI for the RR is quite a bit narrower!  They also presented the risk difference (12.5%-10.5% =2%) and its confidence interval (-15% to + 32%). 
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